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Abstract. Sorting creates structure that makes subsequent search cheaper. We study this connection using the
squared rank-displacement potential from the permutohedral view of sorting. Given a potential budget E, the
optimal worst-case comparison-search cost is ©(logn + min{n,vVE}). A matching lower bound explains the square
root: a target can hide among r positions while using only ©(r?) potential. We then construct two promised input
families with identical maximum potential but different optimal search costs. A potential balance accounts exactly
for disorder removed; the arrangement of the remaining disorder determines whether search can improve on the
guarantee obtained from the scalar budget alone.

1 From preprocessing to usable structure

An unordered array can require n comparisons to search. Once sorted, it supports binary search in ©(logn)
comparisons. Producing that order by comparison sorting requires ©(nlogn) comparisons in the unrestricted worst
case. These bounds suggest an accounting question: how does the structure created during preprocessing translate
into the work saved afterward?

Actual effort cannot itself be the conserved quantity. Two sorting procedures can spend very different amounts of
work and produce the same array. Existing order also matters: an almost-sorted input may need little additional
rearrangement. We therefore account for remaining disorder, rather than identify all work spent with useful progress.
The potential in Landers [1] supplies a geometric measure. Our aim is to connect that measure to search complexity,
then determine what its scalar value leaves out.

2 Model and geometric potential

Let A = (ay,...,a,) contain n > 2 distinct keys from an arbitrary totally ordered universe. Put z; = rank 4(a;) and
vs = (1,...,n). The rank word z is a vertex of the permutohedron conv{m(vs) : 7 € S, }. Define
1 MR- 2 .
V(A) = gl vl = 5 i) d(A) = max e — il (1)

i=1

Thus V measures squared Euclidean distance to the sorted vertex; it is not the adjacent-swap graph distance. The
ranks are an analytical description, not an oracle available to the search algorithm.

A deterministic search algorithm queries indices i, receiving the outcome of y < a;, y = a;, or y > a;. It must return
the index of y, or report absence. There is no auxiliary index or preprocessing transcript. A numerical promise
V(A) < E is supplied; obtaining that promise is a separate preprocessing cost. With Cs(A, y; F) denoting the number
of queries, define
Q*(n,E) = inf sup supCys(A,y; E). (2)
S correct 4. V(A<E ¥

All logarithms in complexity expressions are base 2; constants are independent of n, E.

3 How potential limits displacement

Lemma 1. For every rank word, V(A) > d(A)(d(A) + 1)/2. Consequently, if V(A) < E, then

m—1J}_

d(A) < Dg := min {n -1, \‘ 5 (3)
Proof. Set §; = x; — i and select j with |6;| = d. Since >, 0; = 0, 2, [6;| > d. Integer displacements satisfy

62 > 164, s0 2V = d? + Dt 62 > d? + d. Solving this inequality gives (3). O
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4 A tight search bound from potential alone

Theorem 2. Forn > 2 and E > 0, the model in Section 2 satisfies

Q*(n,E) = @(logn + min{n, \/E}) . (4)

Proof. Upper bound. Suppose first that d(4) < D is known. Maintain an interval [L, H] that contains the target
whenever it is present. If its length exceeds 8D + 4, query m = |(L+ H)/2|. Return m on equality. Otherwise update

am <y: L+ max{L,m—2D+1},

)
G >y: H<+ min{H,m+2D —1}. 5)

Once the interval has length at most 8D + 4, scan it and return the target’s index, or report absence.

To prove the updates safe, suppose y = a,, and let r = z,, be its rank. If a,, <y, then
p>r—D>z,+1—D>m—2D+ 1. (6)

If a, >y, similarly p <r+D <z, — 1+ D < m+2D — 1. Thus the target is never discarded. If absent, no equality
is returned, and the final scan correctly reports absence.

For interval length N, either update leaves at most | N/2| +2D candidates. When N > 8D +4, this is less than 3N /4.
There are therefore O(logn) midpoint queries, followed by O(min{n, D + 1}) scan queries. Taking D = Dg < V2F
proves the upper bound in (4). This is a direct potential-based formulation of bounded-displacement search [2].

Lower bound. Fix ordered keys a; < --- < a,, and a target y < a;. Let A®) = (a1,...,ay), in which y is absent.
For each j, let AU) be the same array with entry j replaced by y. Its rank word is
) 1 Gy - 40 =1
z :(2?37"'a]7 1a]+17"'an)7 V(A ):T (7)

For j7 =1 the first segment is empty and the rank word is the identity. Set

rp = min {n FJ”/;JFWJ} = Dp+ L (8)

All AY) with 1 < j < rg satisfy V < E. On A© a correct algorithm must query every one of these positions.
Otherwise an unqueried j gives the same entire transcript on AY)| yet requires a different answer. Hence at least 7
queries are necessary, and rg = O(1 + min{n, VE}).

Independently, sorted arrays belong to the promised class. For a fixed sorted array, the search decision tree must
distinguish n matching indices and absence. Each query has at most three outcomes, so its worst-case depth is at
least logs(n + 1) = Q(logn). The larger of the two lower bounds is at least half their sum. This proves (4). O

Why a square root appears. In (7), the minimum moves j — 1 positions, while the j — 1 preceding entries
each shift by one. Its large displacement contributes (j — 1)2?/2 to the potential, and the smaller shifts contribute
(j —1)/2. Thus ©(r?) potential permits a target to hide among r candidate positions. The square root is a geometric
obstruction to search, not an assumption about a particular sorting algorithm.
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5 Equal potential budgets, different searchable structure

Theorem 2 is tight when only FE is supplied. A more descriptive promise can permit substantially faster search. The
following separation makes that distinction explicit; it compares maxima over families, not equal-potential individual
inputs.

Proposition 3. Letr > 2, E =r(r —1)/2, and n > 2E. There are two known families of length-n arrays with
mazximum potential exactly E, whose optimal worst-case search costs are respectively ©(logn + r) and ©(logn).

Proof. Define C.one by taking an arbitrary sorted array, removing its minimum, and inserting it at a position
je{1,...,r}. Its rank words are precisely those in (7), so its maximum potential is E. Search by scanning the first
r entries, then binary-searching the sorted suffix if necessary. This uses O(r 4 logn) queries. Every array used in the
hiding argument belongs to Ceone, including A(®). That argument supplies Q(r), and the sorted subfamily supplies
Q(logn), proving the matching bound.

Define Cypread by taking an arbitrary sorted array and independently swapping any subset of the E fixed pairs
(1,2),(3,4),...,(2E — 1,2E). Each swapped pair contributes (12 + (—1)?)/2 = 1 to V. Swapping every pair gives
V = E, but every array has d < 1. The search procedure (5) with D = 1 uses O(logn) queries. The sorted subfamily

gives the matching lower bound. O
Known arrangement of disorder Maximum V  Optimal search
One minimum moved within a prefix of length r E O(logn + VE)
Many independent adjacent-pair swaps E O(logn)

For n = 2F = r(r — 1) and 7 — 0o, these costs become ©(v/E) and ©(log E). The same total potential can describe
one deeply displaced item or many shallow displacements. The family promise tells search which geometry is possible;
the scalar budget alone does not.

6 The balance law and its computational meaning

For a preprocessing trajectory z(©, ... 2B let Aj, = V(z®) — V(2*+D) and Ap = Zfz_ol Ap. Telescoping gives

V(@) = Ap +V(P). (9)
For inversion-removing adjacent swaps, Ag > 0; swapping adjacent ranks a > b gives Ay, = a —b [1]. In the continuous
relaxation # = —VV, differentiation gives V = —||VV|3, and integration yields
t
V(z(0)) = V(x(t)) + /0 IVV (2(5))13 ds. (10)

Thus initial disorder equals residual disorder plus accumulated decrease. If V(z(o)) < FEj and preprocessing certifies
a decrease of at least a, then V(as(B)) < Ep — a. Theorem 2 gives the tight guarantee from this numerical promise
alone, with £ = Fy — a. Proposition 3 shows why additional location information can improve it.

This is an exact potential balance and a sharp search guarantee, not an equality between elapsed computation and
savings. B counts trajectory steps, not all comparisons needed to choose or certify them. With preprocessing cost Cp
and ¢ subsequent searches, total cost is C'p + Zg—:l Cs(A’,y;). The further question is how cheaply preprocessing
can produce both low residual potential and useful structural certificates. The note connects established adaptive
search machinery [2] to the geometric potential; it makes no claim of priority.
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